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Abstract

Computer-based pathway discovery is concerned with two
important objectives: pathway identi�c ation and veri�c a-
tion. Conventional mining and modeling approachesaimed
at pathway discovery are often e�e ctive at achieving either
objective, but not both. To achieve both of these objectives,
we propose to model biological entities using Web services.
We describe our Web service mining framework used for
mining pathways linking these entities. As an application,
we model Aspirin, COX and IKK- � related entities and
show how pathways involving these entities are identi�e d
and statically veri�e d using this mining approach.

1. In tro duction

The recent explosion in the amount of biological data
generated from various worldwide research projects in ge-
nomics, epigenomics and proteomics has helped answer
many questions regarding how the human biological ma-
chinery works. Yet much of this gold mine of biological
information is still unexplored to a large extent: critical
links hidden across various lab results are still waiting to
be identi�ed; isolated segments of potentially more compre-
hensive pathways are yet to be link ed together. While early
exposureof thesehidden linkagesis expected to deepen our
understanding of how diseasescome about and help expe-
dite drug discovery for treating them, it is now obvious that
the complexity and extensity of information involved in the
exposure of many such linkagesrequire the use of mining
tools. These tools help elicit new knowledge and hypothe-
sesby examining \a large corpus of old information" [17].
Unfortunately , the approaches taken today for representing
biological data have becomethe major impediment to dis-
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covering new e�ectiv e mining tools. Biological entities such
as cells, DNAs, RNAs, enzymes, proteins and pathogens
all have attributes and behaviors. These attributes and
behaviors are currently stored in various databases (e.g.,
GenBank [15], DIP [20], KEGG [12,14], Swiss-Prot [3], and
COPE [11]) using predominantly free text annotations and
narrativ es[7,8] targeted towards human comprehension. A
major disadvantage with these annotations and narrativ es
is their lack of structure and interfaces required for a com-
puter application to \understand" the various conceptsand
often complex relationships among these concepts that are
being described. Although several natural language pro-
cessing(NLP) approaches (e.g., [10,16]) have been devised
for the purp ose of pathway identi�cation, due to the lim-
itation of free text-based representation of biological data
that these approaches target, they all inherently lack the
capabilit y of verifying the validit y of identi�ed pathways
through computer-based simulation.

A computer model of a biological entit y can be created
based on lab discoveries and/or hypotheses. Such mod-
els can be both expressive (for human comprehension) and
structured (for computer consumption) and thus provide a
better alternativ e to free-text annotations. They can be
understood by a human through their visual representa-
tions and by a computer through their constituent con-
structs. A major advantage of computer models is their
readiness for execution with their inherent behaviors. By
executing behaviors of computer models in a simulation, we
expect to verify the validit y of previously identi�ed path-
ways linking real biological entities as represented by these
models. When their behaviors are expressed as a func-
tion of surrounding conditions (e.g., availabilit y of nutri-
ents and energy), computer models would also have the
inherent capabilit y of responding to perturbations in these
conditions, making it possible to study the e�ects of the
perturbations on the pathways to the extent allowed by
these models. Although computer models have been pur-
sued (e.g., [6, 9, 13, 19]), they are usually constructed to
simulate entities in an isolated local environment and are
thus accessibleonly to the researchers who developed them.

While the limitations of the free text representation and
existing models' accessibility are rendering the discovery of
biological pathways a serendipitous adventure, initiativ es
of Web services 1 announced by IBM, HP, Sun and Mi-

1These initiativ esannouncedseven yearsago include IBM's



crosoft are picking up momentum throughout the indus-
try . The concept of Web servicesfrom these initiativ es has
opened up new opportunities that never existed before. It
enablespreviously isolated applications, redeployed now as
Web services, to not only discover one another, but to in-
teroperate on the Web. A Web service can be thought of
as a logical grouping of behaviors commonly referred to as
operations. Metadata of a Web service can be published
to a service registry as an XML document, which describes
operations of the Web service via a homogeneous set of in-
terfaces. This document and the interfacesdescribed within
allow the service operations to be later discovered and in-
voked by other independently developed applications. The
implications of this are tremendous, especially for the bioin-
formatics research communit y and the pharmaceutical in-
dustry. Previously isolated \islands" of data sources and
models capturing results of lab discoveries and hypotheses
can now be exposed to the whole communit y through the
vehicle of Web services, allowing them to be programmat-
ically accessiblevia the Web. Not only would it now be
possibleto automatically discover the existenceof Web ser-
vices modeling biological entities, it would also be possible
to carry out simulation-based predictiv e analysesof interac-
tions involving a large number of entities modeled by these
services. In anticipation of these possibilities, we propose
to use Web service mining tools to proactiv ely and system-
atically sift through Web service description documents in
the service registry for discovering previously hidden path-
ways linking these entities. Discovered pathways may then
be dynamically veri�ed via invoking the relevant service
operations along the pathways. When enough details are
captured in these Web service models, we expect this ap-
proach to present an inexpensive and accessiblealternativ e
to existing in vitr o and/or in vivo exploratory mechanisms.

The idea of modeling biological entities as Web services
and then mining them for potential pathways was, for the
�rst time and to the best of our knowledge, proposed in
our paper [23]. In [24], we presented a Web service min-
ing framework that can be used to discover potentially in-
teresting compositions (i.e., leads of pathway segments) of
Web services modeling biological entities. In this paper,
we present additional algorithms used to construct path-
way leads by linking these segments. In addition, our Web
service models of biological entities from [23] are extended
here to capture both pre-conditions and post-conditions of
a Web service operation. The encapsulation of these con-
ditions enables us to verify the validit y of pathway leads
identi�ed in the screeningphase of our mining framework.
We organize the remainder of the paper as follows. In Sec-
tion 2, we describe how biological entities are modeled as
Web services. In Section 3, we describe our Web service
mining framework and present algorithms for both static
veri�cation and segment linking. In Section 4, we describe
the results of our experiment for discovering pathways us-
ing these algorithms. We conclude the paper in Section 5
with discussionon future work.

Web services, HP's e-speak, Sun's ONE and Microsoft's
.NET. The speci�cation [21] of Web services have since
then been published by the World Wide Web Consortium
(W3C), which now has over 400 members including many
major companiesand research institutions.

2. Mo deling Biological Entities via Web
Services

To apply our service mining framework to the discovery
of pathways acrossbiological entities, these entities would
needto be �rst modeled asWeb services. It is expected that
thesemodels will initially have sketchy details about known
attributes and behaviors based on lab discoveries. As our
knowledge increasesand the modeling techniques contin ue
to mature, the �delit y of thesemodels can also be increased
accordingly. One of the most challenging issuesin model-
ing biological entities is how to approximate the richnessof
their behaviors and contextual uncertainties (e.g., varying
temperature and 
uidit y of the surrounding environment)
in a way that the models themselveswould yield similar re-
sponsesto the samestimuli or changesin the environment.
Instead of trying to solve the issueof model accuracy, which
by itself is an active research topic, we focus in this paper
on how Web services can be used as a vehicle to describe
aspects of biological entities that we already know how to
model.

For illustration, we use the scenario depicted in Figure
1 to show how di�eren t groups of Web service models 2

can be produced and intro duced independently to the Web
service registry by di�eren t research laboratories and in-
stitutions from a diverse geographic regions. In this sce-
nario, Labs A, B, C and D each carried out experiments
focusing on studying the behaviors of speci�c set of bio-
logical entities. According to Lab A's experiment results,
proin
ammatory cytokines, LPS and growth factors can all
activate IKK- � . Once activated, IKK- � can in turn phos-
phorylate I � B. Basedon such information, researchers from
Lab A created several corresponding Web service models
and published them into the Web service registry. Lik e-
wise, researchers from Lab B through their independent
experiment, discovered that Aspirin can bind to IKK- � .
This essentially blocks IKK- � 's normal behavior. In ad-
dition, Lab B's results also revealed that I � B can bind to
NF- � B/Rel, essentially blocking NF- � B/Rel's normal be-
haviors, i.e., translocating from cytoplasm to the nucleus
and then stimulating proin
ammatory gene transcription
in the cell nucleus. While the normal behavior of IKK- �
would appear to be the missing link between the two �nd-
ings and researchers from Lab B may be either unaware or
unfamiliar with what exactly such behavior might be, they
were able to publicize their research observation nonethe-
less by creating Web service models for Aspirin, I � B and
NF- � B/Rel and publishing them into the service registry.
Similarly , researchers from both Labs C and D also cre-
ated their Web service models based on their results and
published them into the sameservice registry.

In Figure 1, behaviors of biological entities are modeled
as operations of corresponding Web services. In general,
an operation may take certain biological entities and an
amount of energy from ATP asinputs. If the inputs and the
service providing entit y collectively meet the correspond-
ing pre-conditions, then the processingof the operation be-
comesactive. An example of a pre-condition would be that

2The behaviors of various entities covered in this scenario
are basedon information obtained from [1], [2], [5] and [22].
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Figure 1. Web Service Modeling

the activation of the bind NF- � B/R el operation of the I � B
Web service requires that I � B itself be nonphosphorylated.
The operation then takes t units of time and ein units of
energy to processui units of each of its inputs I , where
i 2 I , generate uo units of each of its outputs O, where
o 2 O, and releaseeout units of energy. These outputs may
be subjected to dissipation at a rate that is a function of
the surrounding environment. At the end of the processing,
somepost-conditions may be e�ected triggering a changein
the attributes of those entities that are involved after the
operation �nishes its processing[8]. Thus the net accumu-
lation of each of the outputs will be the accumulation of the
output from multiple invocations of the operation lesswhat
is being dissipated. To avoid ambiguities, recent Semantic
Web service initiativ es (most notably OWL-S [18]) require
Web servicesto refer to domain ontology conceptswhen de-
scribing the type of inputs and outputs of their operations.
For Web servicescovered in this scenario, such concepts in-
clude IKK- � , I � B, NF- � B/Rel, COX, prostaglandin (PG),
Aspirin, etc., as shown in the middle of Figure 1. Rela-
tionships (e.g., inheritance and composition) among these

concepts are also captured in the domain ontology.

3. The Mining Framew ork

Figure 2 shows our Web service mining framework [24]
that can be used for pathway discovery. The framework
starts with scope speci�c ation by a domain expert for de�n-
ing the context of mining. Within this step, a hierarchy
of domain ontology indices is established to speed up later
steps in the mining process. We expect the domain expert
to have a general idea about the \seeds" (bottom of Figure
2) of 1. Web service functional areas or service domains
(e.g., cell enzyme and drug functions) and 2. locales (e.g.,
heart, brain, etc. where these functions reside) that he/she
is interested in mining. Such seedsare expected to grow
into fruitful compositions (e.g., biological pathways) as the
mining progresses. To curb the problem of combinatorial
explosion when faced with a large number of Web services,
we use the mining context in the search space determina-
tion phase to de�ne a focused library of existing Web ser-
vices as the initial pool for further mining. In the screen-



���������	� 
����	�	�


������������ ��� ���

���������	� 
����	���

���  ��!�!�"�!� ��� ���$#

%&#�'�� � � ()�*��� ��� ���


��!+ ���-,$.�� /0�"�!� �1� �2�

35476 8�9 :�4<;�=*>@?*9 ACB

D�E�F�GIH&J-K

L7M N	O2K

P$Q�R R G*S�T�U V2K

W"J2E2J-K

X�M Y�R J2U E2K

;�=�>Z?*9 A@[\A$] =*^ =7_*9 47B

`2a

`IaCa�b `2a!c b

d$eCf

d$e�f�g d$e�f1b

h*i!j k"l m�i@n�l o!l oCp

q$,��$r�#��$s

t$� /$� u�� v

h�m�w7x�i

h&x�i$m!l y l m$z${�l w7o

h*i�z�j m!|}h�x�z$m�i

~�i�{ i�j€••l o!z1{�l w7o

‚�J-M ƒ�U T�J�K*U E5R „2J

…&U E2U E2O‡†�Y2E�R J-ˆIR

h*m�j i�i�o7l o�p

~�‰�o�z�•\l m

Š‹i!j�l y l m$z�{�l w7o

Œ!kCz�• Ž�z�{€l w7o

••�C/0�7�!� �1� �2�

‘*��’!� #-� � v

“0� (�� ($’


�,�(�� ��.2�

‚$J2M ƒ”U T	J

L7Y2H�Q2U E2K

• Y2T	Q2• J-K

–�� �!� u�� �$ 1v

,�—!˜�,!™�u!� (

��(1� ,!+ ,�’1v

š ($s!� ���$#

›}œ�œ�•*ž

Ÿ�R „2J2M K

t��$u�s


�,�™}'�,�#$� � � ,�($#I 

¡!u��  I¢�u�v1#

š (-�1,$��u�� � ,!(

¡7+ u!(�#

£ ¤I¥ ¦�§ ¦2¨	¥ © ¤	ª

«7¬�­5®	¬2¨2© ¥ © ¬�¤	¨”¯

°$±-¥ ²�³‹±I´I¨�¬Iµ

¶)¦�·�¸�¦�§ ¹-© º	¦-¨

»•¼‡½¿¾À½ÂÁ

P�U • R J2M U E2O

‚�R Q�R U T5Ã�J2M U Ä U T	Q�R U Y2E

Å2U E�Æ�U E2O

Figure 2. Mining Framework

ing phase, we �lter Web services in the focused library to
identify potentially interesting leads of Web service com-
positions or pathway segments. This is achieved through
establishing linkagesbetween Web servicesvia only a sub-
set of matching Web service characteristics (e.g., operation
parameters) that can be quickly processed.These pathway
segment leads are then statically veri�ed based on a sub-
set of operation pre- and post-conditions involving binary
variables and enumerated properties such aslocale. Finally ,
veri�ed pathway segment leadsare link ed together using our
link algorithms for establishing more comprehensive path-
way leads. In the dynamic veri�c ation phase,we verify the
pathway leads using invocation plans emergedout of these
leads and identify necessaryruntime matching characteris-
tics for the plans to be valid. These characteristics include
the remaining set of pre- and post-conditions that require
more intensive computations and can be checked only dur-
ing runtime. A number of invocation plans are expected
to emerge out of the dynamic veri�cation phase. These
plans are evaluated in the evaluation phase using an ob-
jectiv e function, which examines their interestingness. For
pathway discovery, in order for a pathway to be considered
interesting, it needsto contain at least one interesting com-
position of two Web services. The objectiv e function thus
checks whether any composition involved in a pathway has
not been previously discovered, and whether the pathway
itself is established in a surprising way (e.g., if the path-
way links segments not previously known to be related).
Based on the evaluation result, the expert may want to de-
vise modi�cations to the plans and direct the veri�c ation

module to verify their validit y again. The knowledge of the
resulting validated pathways would then allow additional
Web services modeling entities at a more composite level
to be constructed with complex behaviors that would in-
voke these pathways during runtime.

In the following subsections, we focus on the screening
phase of the framework. We describe di�eren t composi-
tion mechanisms that are usedfor establishing pathway seg-
ments. We then describe how these segments are statically
veri�ed and then link ed together for constructing compre-
hensive pathway leads. We also brie
y discussthe needfor,
the parameters involved in, and the goals of dynamic veri-
�cation. An interestingnessmeasureused in the evaluation
phase is described in [24] and is beyond the scope of this
paper.

3.1 Comp osition Mec hanisms

In this section, we describe three Web service composi-
tion mechanisms used to identify pathway segment leads.
They include: operation recognition , promotion and inhibi-
tion .

Operation Recognition A target operation opt recognizes
a source operation ops , if ops generates some or all input
parameters of opt . An example of operation recognition is
shown in Figure 1 between operation produce mucus from
the Stomach Cell serviceand produce PGI2 from the COX1
service.
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Figure 3. Examples of Pathwa y Segment Leads

Pr omotion When operation op1 of service sa producesan
entit y (i.e., output parameter) that in turn provides service
sb, we say that sa : op1 promotes sb. In a bioinformatic
setting, the increase in quantit y of a service providing en-
tit y increasesthe availabilit y of the service. For example,
the quantit y of Mucus is increased by (Stomach Cell ser-
vice:produce mucus) in Figure 1. Consequently , the Mucus
service becomesmore available on the wall of the stom-
ach, which becomesbetter protected from erosion and ulcer
causedby gastric juice that is present there. Thus by de�-
nition, (Stomach Cell service:produce mucus) promotes Mucus
service.

Inhibition Similarly , when operation op1 of servicesa con-
sumes an entit y (i.e., input parameter) that in turn pro-
vides service sb, we say that sa : op1 inhibits sb. Fig-
ure 1 shows an example of inhibition between IKK- � ser-
vice:phosphorylate I � B and I � B service.

For promotion, inhibition and operation recognition , we
identify three typesof matching betweenparameters p1 and
p2 , whosedata typesrefer to domain ontology index nodes
na and nb, respectively:

� Exact match: na = nb

� Is-a: na is a child of nb

� Has-a: na has a component nb

We assumethat the above relationships among parameter
types are already declared in domain ontologies and thus
can be automatically detected.

Using the parameter level �ltering algorithm described
in [24], pathway segment leads involving operation recog-
nition can be identi�ed in the screen phase of the mining
process. This algorithm associates a NodeAgent with each
node in the domain ontology index hierarchy (bottom of
Figure 2) and uses it to keep track of publishers (i.e., op-
erations outputting a parameter) of a type represented by
the node and subscribers (i.e., operations taking as input a
parameter) of a type represented by the same node. This
pub/sub relationship is what [24] usesto identify pathway
segment leads. We extend the algorithm here to include a
Web service o�ered by an entit y of the type of a node in
the domain ontology index hierarchy also as a subscriber

to the samenode. Promotional and inhibitiv e relationships
between operations and servicescan then be identi�ed us-
ing the same screening algorithm. Consequently , pathway
segment leads involving both promotion and inhibition can
be identi�ed. We de�ne a pathway segment asa tree rooted
at either an operation that recognizesother operations or
a service involved in promotional/inhibitiv e relationships
with other operations. Figure 3 shows examples of path-
way segments resulted from (a) operation recognition, (b)
promotion and (c) inhibition. Worth noting is parameter
matching based on the Is-a relationship in Figure 3 (c),
which allows our parameter level �ltering algorithm to de-
tect the inhibition relationship betweenAspirin service:bind
COX and COX1 service.

3.2 Static Veri�cation

Pathway segment leads identi�ed in the screeningphase
are the building blocks for pathways. Each segment may
be used multiple times later in building di�eren t pathways
or di�eren t sections of the same pathway. To reduce the
chance of contamination during pathway construction by
invalid segments, we present algorithm in Figure 4 to check
for their validit y.

The veri�cation algorithm relies on checking static con-
ditions involving binary variables and enumerated proper-
ties. For each of the pathway segment leads, we check to
seeif it starts with an operation (lines 02-11) or a service
(lines 12-27). In the �rst case,we check whether the static
post-conditions of an operation op, which is identi�ed asone
recognizedby the root operation r ootOp of the lead, overlap
with the static pre-conditions of r ootOp. If not, then op is
removed from the list of operations that r ootOp recognizes.
In the secondcase,we check for each of the operations iden-
ti�ed as either a promoter or inhibitor whether it is valid
for that role. For an operation op0 identi�ed as a promoter,
we check whether its post-conditions overlap with the pre-
conditions of any of the operations of the root service s. If
not, op0 is removed as a promoting operation. Similarly for
an operation identi�ed as an inhibitor, we check whether
its post-conditions overlap with the pre-conditions of all of
the operations of s. If so, op0 is removed as an inhibiting



Input : Leads of path way segments L ps
Output : Path way.
V ariables : path way segment lead l ps , ro ot operation node
r ootO p, ro ot service node s, entit y e, parameter subNo de par a,
and operation subNo de op.

(01) For each l ps 2 L ps
(02) If ( l ps :r ootN ode is an opeartion)
(03) r ootO p  l ps :r ootN ode;
(04) For each parameter subNode par a of r ootO p
(05) For each provider operation subNode op of par a
(06a) If !over lap ( r ootO p:getS taticP r eC onditions ()
(06b) op:getS taticP ostC onditions ())
(07) remove op as a subNode from par a;
(08) EndIf
(09) EndFor
(10) EndFor
(11) EndIf
(12) If ( l ps :r ootN ode is a service)
(13) s  l ps :r ootN ode;
(14) e  entity subNode of s;
(15) For each operation subNode op of e
(16) If op is a promoter of s
(17a) If :9 op0 2 s:oper ations :
(17b) over lap (op0:getS taticP r eC onditions () ;
(17c) op:getS taticP ostC onditions ())
(18) remove op as a promoter of s;
(19) EndIf
(20) EndIf
(21) If op is an inhibitor of s
(22a) If :9 op0 2 s:oper ations :
(22b) !over lap (op0:getS taticP r eC onditions () ;
(22c) op:getS taticP ostC onditions ())
(23) remove op as an inhibitor of s;
(24) EndIf
(25) EndIf
(26) EndFor
(27) EndIf
(28) EndFor

Figure 4. Static Veri�cation Algorithm

operation.

3.3 Path way Link Algorithms

In this section, we describe algorithms for linking path-
way segment leads into pathway leads. Since a pathway
segment lead can start with either an operation or a ser-
vice, as illustrated in Figure 3, we split the establishment
of link referencesamong these segments into two steps.

In the �rst step (lines 01-12), we sweep all pathway seg-
ment leadsthat start with an operation, asshown in Figure
5 Alg-1. This step checks, for each lead starting with an
operation, all parameter providers for each of the input pa-
rameters of the root operation to seeif there is a lead that
starts with the same operation. If so, it replaces the op-
eration sub node in the current tree with the root node of
the newly found lead. In addition, the algorithm marks the
newly found lead as being referenced so that it won't get
included again later as a di�eren t lead since it is already
part of the current lead.

In the second step, we �rst sweep all pathway segment
leads that start with a service (lines 13-28) and then all
pathway segment leads that start with an operation (lines
29-37), as shown in Figure 5 Alg-2. During the sweep for
each of the leads that starts with a service, this step �rst
traversesto the sub node representing the entit y providing
the service and then checks, for each of the entit y node's

Alg-1: sw eep1
Input : Leads of path way segments L ps
Output : Leads of path way segments L ps mark ed with link
references among operations.
V ariables : segment leads l ps and l 0

ps , parameter subNo de par a,
and operation subNo de op.

(01) For each l ps 2 L ps
(02) If ( l ps :r ootN ode is an opeartion)
(03) For each parameter subNode par a of l ps :r ootN ode
(04) For each provider operation subNode op of par a
(05) If 9l 0

ps 2 L ps : op == l 0
ps :r ootN ode

(06) replace op with a reference to l 0
ps under par a;

(07) mark l 0
ps as being referenced;

(08) EndIf
(09) EndFor
(10) EndFor
(11) EndIf
(12) EndFor

Alg-2: sw eep2
Input : Leads of path way segments L ps mark ed with link
references among operations.
Output : Lead path ways L p .
V ariables : segment leads l ps and l 0

ps , entit y e, operation
subNo de op, and pro vider service subNo de s of op.

(13) For each l ps 2 L ps
(14) If ( l ps :r ootN ode is a service)
(15) e  entity subNode of l ps :r ootN ode
(16) For each operation subNode op of e
(17) If 9l 0

ps 2 L ps : op == l 0
ps :r ootN ode

(18) replace op with a reference to l 0
ps under e;

(19) mark l 0
ps as being referenced;

(20) EndIf
(21) s  service subNode of op
(22) If 9l 0

ps 2 L ps : s == l 0
ps :r ootN ode

(23) replace s with a reference to l 0
ps under op

(24) mark l 0
ps as being referenced;

(25) EndIf
(26) EndFor
(27) EndIf
(28) EndFor
(29) For each l ps 2 L ps
(30) If ( l ps :r ootN ode is an opeartion)
(31) s  ser vice subN ode of op
(32) If 9l 0

ps 2 L ps : s == l 0
ps :r ootN ode

(33) replace s with a reference to l 0
ps under op;

(34) mark l 0
ps as being referenced;

(35) EndIf
(36) EndIf
(37) EndFor
(38) For each l ps 2 L ps
(39) If l ps is not referenced
(40) Add l ps to L p
(41) EndIf
(42) EndFor

Figure 5. Pathwa y Link Algorithms

sub nodes representing an operation that either promotes
the service (via outputting the sameentit y as a parameter)
or inhibits the service(via taking asan input parameter the
same entit y), whether there is a lead that starts with the
same operation. If so, it replaces the operation sub node
with the root node of the newly found lead, which is then
marked as being referenced. The algorithm then traverses
to the operation's sub node representing the service that
provides this operation and checks to seeif there exists a
lead that starts with the same service. If so, it replaces
the servicesub node with the root node of the newly found



lead, which is then marked as being referenced. Next, we
needto ensurethat the servicesub node of each of the leads
that starts with an operation is also properly updated with
the root node of a lead that starts with the sameservice, if
such a lead exists. This is done by sweeping each lead that
starts with an operation, traversing to its sub node repre-
senting the service that provides the operation, checking to
seeif there exists a lead that starts with the sameservice,
and if so replacing the service sub node with the root node
of the newly found lead and marking the lead as being ref-
erenced. Finally , each of the pathway segment leads, which
may have been extended via referencesto other pathway
segment leads, is added to the collection of pathway leads
if it is not marked as being referenced.

3.4 Dynamic Veri�cation

The identi�cation of pathway leads from the screening
phase is based on static operation signatures, parameter
semantics and static conditions. Some of these leads may
not survive further veri�cation involving realistic runtime
con�guration that contains interdependencies(e.g., among
substance accumulation and dissipation rates) and time-
and spatial-variant conditions (e.g., available energy and
nutrien ts in the surrounding environment). Web services
in a realistic setting are expected to model the behaviors
of biological entities to account for these conditions. The
variabilit y of Web services' behaviors as a function of these
conditions may not always be exposed in their pre- and
post-conditions during Web service publication. This may
be due to the fact that the researcher of a certain Web ser-
vice model may want to encapsulatesuch variabilit y and as-
sociate it with a statistical model due to the current lack of
knowledge about the detailed mechanisms that causesuch
variabilit y. While the encapsulation takes away the trans-
parency of the service model itself, it alleviates the burden
on the consumer applications of the model to understand
the complexity involved. In addition, the encapsulation
provides the 
exibilit y to re�ne the implementation of the
model based on results from further lab experiments and
hypotheseswithout impacting existing consumer applica-
tions.

The goals of dynamic veri�cation may include the iden-
ti�cation of combinations of runtime conditions that would
lead to the successfulpassageof a pathway lead and the
understanding of the e�ect of perturbations in these con-
ditions on the vulnerabilit y of such passage. The exact
methodology for carrying out e�ectiv e simulation of dy-
namic veri�cation is under ongoing research.

4. Exp erimen t

Many commercially available WSDL-based Web service
execution environments are currently catching up with pro-
viding runtime support for semantic Web services (i.e.,
those that refer to domain ontology concepts for param-
eter types and support pre- and post-conditions). In the
meantime, the research communit y is also actively engaged
in e�orts aimed at the development of such an environment.
Among thesee�orts the most noticeable one is the develop-

ment of WSMX [4], which unfortunately is still in its early
stage. As we wait for these environments to mature, the
following assumption is made in our experiment: since a
utilit y can be written to pull from a Web service registry
information published about Web servicesand save it into
a local database, the focus of our experiment should be
on discovering biological pathways using algorithms in our
framework provided that such a local database is already
available.

Figure 6 shows a simple instance of such a databasecon-
structed manually basedon our database schema shown at
the top for both Web service and domain ontology related
tables. According to this schema, biological entities stored
in the Entity table have referencesto their inheritance and
composition parents, which are also stored in the same ta-
ble. Each entit y has properties stored in the Property ta-
ble. In addition to these two tables, the domain ontology
usesthe Locale table to store an enumerated list of locales,
which are referred to by one of the properties of some of
the entities. Metadata of each Web service stored in the
Web Service table refers to the entit y that provides the ser-
vice. Each of the operations stored in the Operation table
refers to the Web service providing the operation. These
operations are categorized by domains in the Domain ta-
ble. Each operation hasparameters stored in the Parameter
table and conditions stored in the Condition table. A pa-
rameter refers to the corresponding entry in the Parameter
Kind table to identify whether it is an input or output pa-
rameter. A parameter also keepsa referenceof the entit y
usedas its type. A condition refers the corresponding entry
in the Condition Kind table to identify whether it is pre- or
post-condition. A condition is also decomposed into a set
of relational expressionsstored in the Relational Expression
table. Each relational expression keepstrack of the condi-
tion it is associated with, the relational operator used in
the expression, the source (i.e., parameter entit y or service
providing entit y) of the property operand, and the value to
be used in the evaluation.

We populated these tables based on information ob-
tained from [1], [2], [5] and [22]. For simplicit y, both pre-
and post-conditions capture only binary variables and enu-
merated properties. The database tables are then used
as input to our mining process. Using the �ltering algo-
rithms [24] in our screening phase, we were able to iden-
tify a list of pathway segment leads that are rendered by
our pathway renderer as shown in Figure 7 (a). Using the
static veri�cation algorithm described in Section 3.2, we
were then able to eliminate several invalid segment leads
and get a validated list of pathway segment leads as shown
in Figure 7 (b). Finally , using the link algorithms dis-
cussedin Section 3.3, many of these segments were link ed
together into more comprehensive pathway leads, as shown
in Figure 7 (c). To help visually trace these links, we
manually mark both ends of each link with a circled num-
ber. While information contained in Figure 7 (c) can be
better represented using a graph format (so that dupli-
cate nodes such as produceMucus can be combined), we
picked the tree format as a starting point due to its sim-
plicit y in implementation. Figure 7 (c) shows four pathway
leads that are discovered based on the input information.
An interesting observation is that these pathways can now
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Figure 7. Pathwa y Leads Disco vered via the Mining Process

link service operations of biological entities that are pub-
lished by research institutions from di�eren t geographic re-
gions. For example, the �rst pathway in Figure 7 (c) shows
that operation activ ateI K K � � of LP S Service from Lab
A in Germany (see Figure 1) is recognized by operation
bindI K K � � of Aspir in Service 2 from Lab B in USA.
Operation bindI K K � � , in turn, blocks I K K � � Service
(from Lab A in Germany). Operation phospherylateI �B
of I K K � � Service blocks I �B Service (from Lab B in
USA), whoseoperation bindN F � �B =Rel, in turn, blocks
N F � �B =Rel Service (from Lab B in USA). Based on
this triple inhibition pathway lead, it is now reasonable
to hypothesize that the use of Aspirin may promote the
I �B Service and its operation bindN F � �B =Rel, conse-
quently blocking the translocation of N F � �B =Rel from

the cytoplasm to the cell nucleus and the subsequent in-

ammatory responses. When enough details are captured
in the Web servicemodels involved in this pathway lead, we
believe hypothesessuch as this can be dynamically veri�ed
via simulation.

5. Conclusion

In this paper, we discussedthe limitations of existing in-
formation representation approaches on biological entities.
We presented our approach for modeling biological entities
using Web services and mining them for the purp ose of
pathway discovery. We described our Web service mining
framework that enables this approach. We presented al-
gorithms used in the screening phase of the framework for



statically verifying pathway segment leads and linking val-
idated leads for constructing more comprehensive pathway
leads. We are currently working on the simulation of the
dynamic veri�cation of these leads and the evaluation of
the interestingnessof the resulting pathways.

6. References

[1] Aspirin. http://www3.in terscience.wiley.com:8100/
legacy/college/b oyer/0471661791/c utting edge/
aspirin/aspirin.h tm.

[2] Nf-kappab pathway. http://www.cellsignal.com/
reference/pathway/NF kappaB.jsp.

[3] Uniprotkb/swiss-prot.
http://www.ebi.ac.uk/swissprot/.

[4] Web service execution environment. http://www.
wsmx.org.

[5] Sunny Y. Auy ang.
From experienceto design - the sciencebehind aspirin.
http://www.creatingtec hnology.org/biomed/aspirin.h tm.

[6] Upinder S. Bhalla and Ravi Iyengar. Emergent
properties of networks of biological signaling
pathways. Science, 283:381{ 387, 1999.

[7] Roger Brent and Jehoshua Bruck. Can computers
help to explain biology? Nature, 440(23):416 { 417,
March 2006.

[8] JacquesCohen. Bioinformatics: An intro duction for
computer scientists. ACM Computing Surveys,
36(2):122 { 158, 2004.

[9] H. de Jong and M. Page. Qualitativ e simulation of
large and complex genetic regulatory systems. In
Proceedings of the 14th European Conference on
Arti�cial Intel ligence, ECAI , pages141 { 145,
Amsterdam, 2000.

[10] Daming Yao et. al. Pathway�nder: Paving the way
toward automatic pathway extraction. In Proceedings
of the Second Conference on Asia-Paci�c
Bioinformatics , volume 29, pages52 { 62, Dunedin,
New Zealand, 2004. Australian Computer Society,
Inc.

[11] Horst Ib elgaufts. Cope - cytokines online path�nder
encyclopaedia. http://www.cop ewithcytokines.de/.

[12] M. Kanehisa, S. Goto, M. Hattori, K. F.
Aoki-Kinoshita, M. Itoh, S. Kawashima,
T. Katayama, M. arki, and M. Hirakawa. From
genomics to chemical genomics: new developments in
kegg. Mucleic Acids Research, 34:354 { 357, 2006.

[13] Peter D. Karp, SuzannePaley, and Pedro Romero.
The pathway tools software. Bioinformatics , 18:S1{
S8, 2002.

[14] Kanehisa Laboratories. Kegg: Ky oto encyclopedia of
genesand genomes.http://www.genome.jp/k egg/.

[15] NCBI. Genbank.
http://www.ncbi.nlm.nih.go v/Gen bank/.

[16] See-Kiong Ng and Marie Wong. Toward routine
automatic pathway discovery from on-line scienti�c
text abstracts. volume 10, pages104 { 112, 1999.

[17] Gary Stix. Molecular treasure hunt. Scienti�c
American, pages88 { 91, May 2005.

[18] W3C Member Submission. Owl-s: Semantic markup
for web services.
http://www.w3.org/Submission/O WL-S/.

[19] Masaru Tomita, Kenta Hashimoto, Koichi Takahashi,
Thomas Simon Shimizu, Yuri Matsuzaki, Fumihik o
Miy oshi, K. Saito, S. Tanida, Katsuyuki Yugi, J. C.
Venter, and C. A. Hutchison I I I. E-cell: software
environment for whole-cell simulation.
Bioinformatics , 15(1):72{84, 1999.

[20] UCLA. Database of interacting proteins.
http://dip.do e-mbi.ucla.edu/.

[21] W3C. Web servicesarchitecture.
http://www.w3.org/TR/ws-arc h/.

[22] Min-Jean Yin, Yumi Yamamto, and Richard B.
Gaynor. The anti-in
ammatory agents aspirin and
salicylate inhibit the activit y of I � B kinase-� . Nature,
369:77 { 80, November 1998.

[23] George Zheng and Athman Bouguettaya. Web service
modeling for biological processes.In 3rd International
workshop on Biological data Management (BIDM) ,
Copenhagen,Denmark, August 2005.

[24] George Zheng and Athman Bouguettaya. A web
service mining framework. In 2007 IEEE
International Conference on Web Services (ICWS) ,
Salt Lake Cit y, Utah, July 2007.


